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ABSTRACT

Anomaly detection in banking transactions is a critical task, particularly in scenarios
where labeled fraud data is unavailable. This study proposes an unsupervised deep
learning approach for detecting anomalous transaction patterns using sequential
modeling with LSTM and CNN autoencoders. The transaction data is preprocessed
and transformed into fixed-length sequences to capture temporal and behavioral
patterns of individual accounts. Both models are trained to learn normal transaction
behavior and identify anomalies based on reconstruction error. Experimental results
show that the CNN autoencoder achieves lower reconstruction loss and detects a
higher number of anomalies, indicating strong capability in capturing local patterns,
while the LSTM autoencoder demonstrates a more selective detection behavior by
modeling temporal dependencies. The comparison between the two models reveals
partial agreement, where consistently detected anomalies represent high-confidence
deviations from normal patterns. Statistical analysis further confirms that anomalous
sequences exhibit significantly higher reconstruction errors than normal sequences.
The findings highlight the effectiveness of sequence-based unsupervised deep
learning methods for anomaly detection in financial transaction data and suggest that
combining multiple architectures can improve detection robustness in real-world
applications.

Keywords Anomaly Detection, Deep Learning, LSTM Autoencoder, CNN Autoencoder,
Financial Transaction Analysis

INTRODUCTION

The rapid advancement of digital banking systems and online financial services
has led to a significant increase in the volume and complexity of transaction
data. Financial institutions process millions of transactions daily, making it
increasingly challenging to monitor and detect suspicious activities in real time.
As digital transactions grow, so does the risk of fraud, unauthorized access, and
anomalous behavior. Detecting such irregularities is crucial for maintaining
financial security, preventing economic losses, and ensuring customer trust.
However, the dynamic and evolving nature of fraudulent behavior makes
anomaly detection a complex and critical problem in modern financial systems

[1].

Traditional fraud detection approaches are predominantly based on supervised
learning methods that rely on labeled datasets. These methods require
historical data with clearly defined fraud labels to train classification models. In
practice, obtaining high-quality labeled data is difficult due to privacy concerns,
labeling costs, and the rarity of fraud cases compared to normal transactions.
This results in highly imbalanced datasets that can degrade model performance
and limit generalization. Consequently, unsupervised anomaly detection
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techniques have emerged as a promising alternative, as they do not require
labeled data and instead focus on learning normal behavior patterns to identify
deviations [2].

In recent years, deep learning-based approaches have become the state of the
art in anomaly detection, particularly through the use of autoencoder
architectures. Autoencoders are neural networks designed to learn compressed
representations of input data and reconstruct it with minimal error. When trained
on normal data, these models can effectively identify anomalies based on high
reconstruction errors. Among these approaches, Long Short-Term Memory
(LSTM) autoencoders have demonstrated strong performance in modeling
sequential and temporal data due to their ability to capture long-term
dependencies. On the other hand, Convolutional Neural Network (CNN)
autoencoders have shown effectiveness in extracting local patterns and
structural features, even in sequential contexts. These methods have been
successfully applied in various domains, including time-series analysis, network
intrusion detection, and financial anomaly detection [3], [4].

Despite these advancements, several research gaps remain. Many existing
studies focus on either LSTM-based or CNN-based models independently,
without providing a direct comparison of their performance on the same
sequential transaction data. In addition, a large portion of prior work treats
transaction data as static tabular data, ignoring the sequential nature of user
behavior over time. This limits the ability of models to capture temporal patterns
that are essential for identifying complex anomalies. Furthermore, there is
limited exploration of agreement analysis between different models, which can
provide insights into the reliability and consistency of anomaly detection results.
These limitations highlight the need for a more comprehensive framework that
leverages multiple deep learning architectures and evaluates their
complementary strengths [5].

To address these challenges, this study proposes an unsupervised deep
learning approach for anomaly detection in bank transactions using both LSTM
and CNN autoencoders. The transaction data is transformed into sequential
representations based on account-level activity, enabling the models to capture
behavioral patterns over time. The proposed framework not only compares the
performance of LSTM and CNN models but also analyzes their agreement in
detecting anomalies to identify high-confidence irregularities. The main
contributions of this study include the application of sequence-based modeling
to unlabeled financial data, a comparative evaluation of two state-of-the-art
deep learning architectures, and an agreement-based analysis to enhance
detection reliability. The findings of this study provide valuable insights into the
effectiveness of deep learning techniques for anomaly detection in real-world
financial systems.

Literature Review and Related Works

Anomaly detection has become an essential area of research in financial
systems due to the increasing complexity of transaction data and the growing
risk of fraudulent activities. Traditional approaches for anomaly detection are
commonly based on statistical methods and machine learning techniques such
as clustering and distance-based models. These methods aim to identify
deviations from normal behavior patterns but often struggle to capture complex,
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high-dimensional relationships in transaction data [6], [7]. As financial datasets
become larger and more dynamic, these limitations have led to the adoption of
more advanced techniques.

With the advancement of machine learning, supervised learning approaches
have been widely applied for fraud detection tasks. These methods treat
anomaly detection as a classification problem and rely on labeled datasets to
distinguish between normal and fraudulent transactions. While such
approaches have demonstrated high accuracy in controlled environments, their
performance is heavily dependent on the availability of high-quality labeled data.
In real-world financial systems, labeled fraud data is often limited and highly
imbalanced, which reduces model generalization and leads to biased
predictions [8], [9]. This challenge has motivated the exploration of
unsupervised learning methods that do not require labeled data.

Unsupervised anomaly detection methods focus on modeling normal behavior
and identifying deviations without relying on predefined labels. Among these
methods, autoencoder-based approaches have gained significant attention due
to their ability to learn compact representations of data. Autoencoders
reconstruct input data and use reconstruction error as an indicator of anomaly,
where higher errors correspond to abnormal patterns. Several studies have
demonstrated the effectiveness of autoencoders in detecting anomalies across
various domains, including financial transactions, network security, and
industrial monitoring [10], [11], [12].

In the context of sequential data, deep learning models such as Long Short-
Term Memory networks have been widely adopted due to their ability to capture
temporal dependencies. LSTM-based autoencoders are particularly effective in
modeling time-series data and have been successfully applied for anomaly
detection in sequential environments [13], [14]. These models can learn long-
term dependencies and detect irregular temporal patterns that are difficult to
capture using traditional methods. However, LSTM models are computationally
intensive and may struggle with capturing localized patterns within short
sequences.

Convolutional Neural Networks have also been adapted for anomaly detection
tasks, especially in scenarios where local patterns and structural features are
important. CNN-based autoencoders utilize convolutional layers to extract
meaningful representations and have shown strong performance in capturing
local dependencies within sequential and structured data [15], [16]. Compared
to LSTM models, CNN-based approaches are generally faster to train and more
efficient in handling large datasets. However, they may be less effective in
modeling long-term temporal relationships.

Several recent studies have explored hybrid and comparative approaches by
combining multiple deep learning architectures to improve anomaly detection
performance. These approaches aim to leverage the strengths of different
models to achieve more robust and accurate detection results [17], [18]. In
addition, ensemble-based methods have been proposed to reduce false
positives and improve detection reliability by aggregating predictions from
multiple models [19]. Despite these advancements, limited research has
focused on systematically comparing LSTM and CNN autoencoders within the
same framework for sequential financial transaction data.
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Furthermore, most existing studies treat transaction data as static tabular data
rather than modeling it as a sequence of events. This simplification limits the
ability to capture behavioral patterns over time, which are essential for
identifying complex anomalies in financial systems [20]. Additionally, few
studies have investigated the agreement between different anomaly detection
models as a measure of confidence, which can provide valuable insights into
the robustness of detected anomalies.

Based on these observations, there is a clear need for a comprehensive
approach that integrates sequence-based modeling with multiple deep learning
architectures while also analyzing their agreement in detecting anomalies. This
study addresses these gaps by proposing a framework that utilizes both LSTM
and CNN autoencoders for sequential anomaly detection in bank transactions
and evaluates their complementary strengths.

Methodology

Overview of Research Framework

The overall research framework adopted in this study is illustrated in figure 1,
which outlines the sequential steps of the proposed anomaly detection
approach. The process begins with data collection and preprocessing, followed
by feature engineering and transformation into sequential data. The constructed
sequences are then used to train two deep learning models, namely the LSTM
autoencoder and the CNN autoencoder. After training, reconstruction errors are
computed for each sequence and used as anomaly scores. Finally, anomaly
detection is performed using statistical thresholds, and the results are analyzed
through model comparison and agreement evaluation. This structured pipeline
ensures a systematic approach to capturing transaction behavior and identifying
anomalous patterns in financial data.

Model Development

LSTM Autoencoder

Data Sequence .
Start —>{ Preprocessing Construction

CNN Autoencoder

L

| End N—{ Model Agreement F—‘Aﬂomaly DetedinnH Thresholding }4—{ Anomaly Scoring }4—{ Reconstruction

Figure 1 Research Framework

Data Preprocessing

The dataset consists of bank transaction records containing both numerical and
categorical attributes. Several preprocessing steps were applied to ensure data
quality and relevance. Non-informative attributes such as transaction identifiers,
device identifiers, and IP addresses were removed. Temporal information from
the transaction timestamp was extracted to generate features such as hour, day
of the week, month, and day. A binary indicator representing weekend
transactions was also included.
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To capture temporal behavior, the time difference between consecutive
transactions for each account was calculated as:

ti—ti—1

At; = =1
£ 73600

(1)

t;represents the timestamp of the current transaction and t;_;represents the
previous transaction timestamp in seconds. This value is converted into hours
to provide a consistent temporal scale.

Numerical features were normalized using z-score standardization:

,_X—H
g

X

()

uand orepresent the mean and standard deviation of the feature, respectively.
Categorical features were transformed using one-hot encoding, resulting in a
high-dimensional feature space.

Sequence Construction

To model transaction behavior as a temporal process, the dataset was
transformed into sequences based on account identifiers. Transactions were
sorted chronologically and grouped per account. A sliding window approach
was used to construct sequences of fixed length T, where each sequence is
defined as:

X(i) = {xi'xi+1""'xi+T—1} (3)

In this study, the sequence length is set to T=3. Each sequence is represented
as a tensor of size TF, where Fis the number of features.

Model Architecture

The LSTM autoencoder is designed to capture temporal dependencies in
sequential data. Given an input sequence X = {x, x,,...,xr}, the encoder maps
the sequence into a latent representation:

hy = LSTM(x¢, he—4) (4)
The final hidden state is projected into a latent vector z:
z = Wphr + by, (5)
The decoder reconstructs the sequence from the latent vector:

J,C\t = fdecoder(z) (6)

The CNN autoencoder uses one-dimensional convolutional layers to extract
local patterns:

z=o(W X +Db) (7)

xdenotes convolution and cis an activation function. The decoder reconstructs
the input using transposed convolution operations:
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X = fdecoder (Z) (8)
Model Training

Both models are trained to minimize the reconstruction loss using Mean
Squared Error (MSE):

N
1 N ap
L= E IX® —x© 2 (9)
i=1

X®is the original sequence and X®is the reconstructed sequence.
Optimization is performed using the Adam optimizer with a learning rate of
0.001.

Anomaly Detection
After training, anomaly scores are computed using reconstruction error:
T

1 A
EO = Y Y (x0-20) (10)

]

j=1
t=1

A statistical threshold is used to classify anomalies:
T=Uug + 203 (11)

ugand agrepresent the mean and standard deviation of reconstruction errors on
the training data. A sequence is classified as anomalous if:

E® > ¢ (12)

Model Agreement Analysis

To improve reliability, a consensus-based approach is used. A sequence is
considered a high-confidence anomaly if both models agree:

Aconsensus = ALSTM n ACNN (1 3)

A stmand Acnynrepresent anomaly sets detected by each model.

Algorithm 1: Sequential Anomaly Detection Using LSTM and CNN Autoencoders

Input: dataset D, sequence length T
Output: anomaly labels A, stm, AcnNs Aconsensus

Process:
Start

Load dataset D = {ry,15,..., T}
Remove irrelevant features
For each transaction r;:
Extract time features: hour, day, month, weekend
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For each account:
Sort transactions by time
Compute time difference:

ti—ti_
Ati — Liztiza
3600

Normalize numerical features:
X' =X#
o
Encode categorical features using one-hot encoding
Construct feature matrix X
For each account:
Apply sliding window with length T
Create sequence:
X0 = X0 X, Xigr—1}
Split data into training and validation sets
Train LSTM autoencoder:
Minimize loss
Listm =l X — X |I?
Train CNN autoencoder:
Minimize loss
Lonn =N X —X 12
For each sequence X®:
Compute reconstruction error:
E® =250 - %)
Compute thresholds:
T=u+20
If EO > 1:
Label as anomaly
Compute consensus anomaly:

Aconsensus = ALsTm N Acnn
End

Results

Dataset and Sequence Construction

The dataset used in this study consists of 2,512 bank transaction records with
16 original features, including transaction amount, transaction type, location,
channel, customer attributes, and account-related information. During
preprocessing, irrelevant attributes such as transaction identifiers, device
information, and IP addresses were removed to reduce noise and avoid data
leakage. Temporal features were extracted from the transaction timestamp,
including hour, day of the week, month, and weekend indicators. In addition, a
new feature representing the time difference between consecutive transactions
for each account was computed to capture behavioral patterns over time. After
handling missing values and applying normalization and encoding techniques,
the final feature space was expanded to 163 dimensions.

To capture sequential transaction behavior, the dataset was transformed into
time-ordered sequences based on account identifiers. Transactions were first
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sorted chronologically within each account, and a sliding window approach was
applied to construct fixed-length sequences. Each sequence consists of three
consecutive transactions, representing short-term behavioral patterns of users.
This process resulted in a total of 1,546 sequences, which were then used as
input for the deep learning models. The sequential representation enables the
models to learn temporal dependencies and detect deviations from normal
transaction patterns more effectively.

Model Training Performance

Both LSTM and CNN autoencoder models were trained for 20 epochs using the
same training and validation splits to ensure a fair comparison. The learning
curves presented in figure 2 show a consistent decrease in both training and
validation loss throughout the training process for both models. The LSTM
autoencoder achieved a final validation loss of 0.0647, while the CNN
autoencoder reached a lower validation loss of 0.0174, indicating a better
reconstruction capability on the validation data. In both cases, the gap between
training and validation loss remains small across epochs, suggesting stable
learning behavior without signs of overfitting. Additionally, the CNN model
demonstrates faster convergence, with a more rapid reduction in loss during the
early epochs compared to the LSTM model.

0.10 - —— LSTM Train Loss
LSTM Val Loss

—— CNN Train Loss

—— CNN Val Loss

0.08 q

v 0.06 -
5

0.04 4

0.02 4

T T T T T T T T
0.0 2.5 5.0 7.5 10.0 12.5 15.0 17.5
Epoch

Figure 2 Training and validation loss of LSTM and CNN autoencoders

Reconstruction Error and Anomaly Detection

Reconstruction error is used as the anomaly score. The threshold is defined as:
Threshold = u + 20 (14)

The distribution of reconstruction errors for both models is presented in figure 3,
highlighting the differences in how each model captures normal transaction
patterns. The anomaly detection thresholds were determined using the mean
and standard deviation of reconstruction errors from the training data, resulting
in a threshold of 0.1060 for the LSTM autoencoder and 0.0190 for the CNN
autoencoder. The LSTM model exhibits a broader distribution of reconstruction
errors, indicating higher variability in how sequences are reconstructed, which
reflects its sensitivity to temporal dependencies across transactions. In contrast,
the CNN model produces a more concentrated distribution with lower variance,
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suggesting more consistent reconstruction of input sequences. This difference
implies that the LSTM model may be more responsive to diverse temporal
patterns, while the CNN model focuses on capturing localized structures within
the sequences.

== Threshold=0.1060

254

Frequency
L)
S

:

=
w
L

10 1

0.08 0.10
Reconstruction Error

—=— Threshold=0.0190

<]

Frequency

~
o
L

10 4

0.0225 0.0250
Reconstruction Error

Figure 3 Reconstruction error distribution of the proposed models: (a) LSTM
autoencoder, (b) CNN autoencoder.

Anomaly Detection Results

The number of detected anomalies identified by each model is presented in table
1, showing clear differences in detection behavior. The CNN autoencoder
detects a total of 42 anomalous sequences, corresponding to 13.55% of the
validation data, while the LSTM autoencoder identifies 19 anomalies,
representing 6.13% of the data. Among these, 16 sequences are consistently
classified as anomalous by both models, indicating a subset of high-confidence
anomalies. The higher number of detections by the CNN model suggests that it
is more sensitive to deviations in the data, potentially capturing subtle local
irregularities within transaction sequences. In contrast, the LSTM model
produces fewer detections, indicating a more selective approach that focuses
on significant deviations in temporal patterns. The overlap between the two
models highlights that, despite their different detection behaviors, there is
agreement on a core group of anomalous sequences.
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Table 1 Anomaly detection results

Model Detected Anomalies Anomaly Rate (%)
LSTM Autoencoder 19 6.13
CNN Autoencoder 42 13.55
Both Models 16 5.16

Model Agreement Analysis

The relationship between reconstruction errors produced by the LSTM and CNN
autoencoders is illustrated in figure 4, where each point represents a sequence
plotted based on its error values from both models. The scatter plot reveals a
dense cluster near the lower-left region, corresponding to normal sequences
that are well reconstructed by both models. In addition, several points are
distributed outside this cluster, indicating sequences that are identified as
anomalous by one or both models. Some points exhibit high reconstruction
errors in only one dimension, suggesting that certain anomalies are model-
specific and depend on whether temporal dependencies or local patterns are
more prominent. A smaller group of points appears in the upper-right region of
the plot, where both LSTM and CNN errors are high, representing sequences
consistently identified as anomalous by both models. This pattern indicates
partial agreement between the models, while also highlighting their
complementary detection characteristics.

---- LSTM Threshold | °
0.0325 1 ---- CNN Threshold |
i
°® i
0.0300 - |
@ i
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0.0275 |
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@ |
- 1
g 0.0225 ® : .
o | o ]
= ® o ® @ @
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%(9 % ® OEO Oo
0.0175 %@ ® !
1
L ] 0‘00 g i
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1
:
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LSTM Reconstruction Error

Figure 4 Scatter plot of LSTM vs CNN reconstruction errors

Characteristics of Anomalous Sequences

Statistical differences between normal and anomalous sequences are
presented in table 2, highlighting clear distinctions in reconstruction error
patterns across both models. Normal sequences exhibit relatively low
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reconstruction errors, with mean values of 0.0614 for the LSTM model and
0.0172 for the CNN model, indicating that these sequences are well learned and
accurately reconstructed. In contrast, anomalous sequences show substantially
higher reconstruction errors, with mean values increasing to 0.1264 for LSTM
and 0.0215 for CNN. The average reconstruction error also increases from
0.0393 in normal sequences to 0.0739 in anomalous sequences, demonstrating
a consistent deviation from learned patterns. Additionally, the variability of errors
is slightly higher in anomalous sequences, reflecting more irregular and
unpredictable behavior. These results confirm that anomalous sequences
deviate significantly from the normal data distribution, making reconstruction
error an effective indicator for anomaly detection in both models.

Table 2 Group statistics for normal vs anomalous sequences

Metric Normal Anomaly
Mean LSTM Error 0.0614 0.1264
Mean CNN Error 0.0172 0.0215
Mean Avg Error 0.0393 0.0739

Top Anomalous Sequences

The most anomalous sequences, ranked based on the highest average
reconstruction error across both models, are presented in figure 5. These
sequences correspond to transaction patterns that deviate most significantly
from the learned representations of normal behavior. In many cases, these
anomalies are associated with unusually high transaction amounts, irregular
temporal gaps between transactions, or uncommon combinations of transaction
types and channels. The elevated reconstruction errors indicate that both
models struggle to accurately reproduce these sequences, suggesting that such
patterns were rarely or never observed during training. Furthermore, sequences
identified at the top of the ranking often exhibit consistently high errors in both
LSTM and CNN models, reinforcing their classification as strong anomalies.
This highlights the effectiveness of using average reconstruction error as a
unified metric for prioritizing the most significant deviations in the dataset.

o o s
[=] i=1 f=]
Y L= @

Average Reconstruction Error

o
o
~

0.00

Figure 5 Top anomalous sequences based on reconstruction error
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Discussion

This study demonstrates that both LSTM and CNN autoencoders are effective
in modeling sequential transaction data and detecting anomalies through
reconstruction error, although they exhibit different learning characteristics due
to their underlying architectures [21]. The CNN autoencoder achieves lower
reconstruction loss and detects a higher number of anomalies, indicating its
strong capability to capture local patterns within short transaction sequences
[22]. Its relatively compact error distribution suggests consistent reconstruction
of normal data, making deviations more distinguishable. However, this behavior
also implies that the CNN model may be more sensitive to subtle irregularities,
potentially increasing the number of detected anomalies. In contrast, the LSTM
autoencoder produces a wider distribution of reconstruction errors and identifies
fewer anomalies, reflecting its ability to model temporal dependencies and
sequential dynamics [23]. This behavior suggests that LSTM focuses more on
significant deviations in temporal structure, such as unusual transaction timing
or irregular sequence patterns, resulting in a more selective anomaly detection
approach.

The comparison between the two models reveals partial agreement, with a
subset of sequences consistently identified as anomalous by both approaches.
These shared detections may represent high-confidence anomalies because
they are recognized by models that capture different aspects of the data.
Meanwhile, model-specific anomalies indicate that each architecture captures
distinct characteristics of abnormal behavior. Statistical analysis further
supports these observations, showing that anomalous sequences exhibit
significantly higher reconstruction errors than normal sequences across both
models [24]. In addition, the analysis of the most anomalous sequences
suggests that these cases often involve irregular transaction behavior, including
large transaction amounts, inconsistent time intervals, or uncommon activity
patterns. Despite these promising results, the absence of labeled fraud data
limits the quantitative evaluation of detection performance, while threshold
selection based on statistical properties may not generalize effectively across
different datasets. Future research could address these limitations by
incorporating hybrid or ensemble models, exploring longer sequence
representations, and integrating advanced architectures to improve detection
robustness [25].

Conclusion

This study proposes an unsupervised deep learning framework for anomaly
detection in bank transaction data by leveraging sequential modeling through
LSTM and CNN autoencoders. By transforming raw transaction records into
ordered sequences, the models are able to learn underlying behavioral patterns
and identify deviations using reconstruction error without requiring labeled fraud
data. The experimental results demonstrate that the CNN autoencoder achieves
lower reconstruction loss and detects a higher proportion of anomalies,
indicating its effectiveness in capturing local patterns within transaction
sequences, while the LSTM autoencoder provides a more selective detection
mechanism by modeling temporal dependencies and identifying irregularities in
sequence dynamics. The partial agreement between the two models highlights
their complementary strengths, where consistently detected anomalies

Hasibuan and Fikri (2026) FinTech Innov. J. 320



FinTech Innovation Journal

represent high-confidence deviations from normal behavior. Furthermore,
statistical analysis confirms that anomalous sequences exhibit significantly
higher reconstruction errors compared to normal sequences, validating the
robustness of the proposed approach. Although the absence of labeled data
limits quantitative evaluation using traditional metrics, the results provide
meaningful insights into transaction irregularities and demonstrate the potential
of sequence-based deep learning methods for real-world anomaly detection.
Future work may focus on integrating hybrid or ensemble approaches,
extending sequence lengths, and exploring more advanced architectures to
further enhance detection accuracy and generalization capability.
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