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ABSTRACT

The rapid evolution of artificial intelligence and digital technologies has transformed
financial forecasting, enabling more accurate and data-driven decision-making in
digital markets. This study investigates the comparative performance of two deep
learning architectures, Long Short-Term Memory (LSTM) and Gated Recurrent Unit
(GRU), in predicting NVIDIA stock prices as a case study of digital financial market
behavior. Historical daily stock data from 2018 to 2026 were analyzed using key
financial indicators, including opening, closing, high, low, and trading volume. Both
models were developed using a time-series forecasting framework with data
normalization, a 60-day sliding window, and evaluation through Root Mean Square
Error (RMSE) and Mean Absolute Error (MAE). The results show that both LSTM and
GRU models effectively captured temporal dependencies and nonlinear price
movements, with the GRU model achieving superior accuracy (RMSE 3.5801, MAE
2.4518) and faster convergence compared to LSTM (RMSE 4.5841, MAE 3.1153).
The GRU model also demonstrated higher adaptability to short-term fluctuations,
while LSTM exhibited stronger long-term trend stability. These findings confirm that
deep learning architectures can significantly enhance stock price prediction accuracy
and offer valuable insights for digital market analysis. The study contributes to the
growing application of Al in finance by highlighting the potential of GRU-based
forecasting models for real-time prediction and decision support in dynamic digital
trading environments.
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INTRODUCTION

The advancement of artificial intelligence and digital technology has
transformed the global financial landscape, particularly in market forecasting
and investment decision-making [1]. As stock markets become increasingly
complex and volatile, investors and analysts are relying more heavily on
intelligent systems to generate data-driven insights. Traditional statistical
methods, such as Autoregressive Integrated Moving Average (ARIMA) and
Generalized Autoregressive Conditional Heteroskedasticity (GARCH), have
been widely employed for stock price prediction [2]. However, these models
have limitations in capturing nonlinear patterns and the highly dynamic
characteristics of digital financial markets. As trading volumes and data sources
continue to expand, conventional forecasting approaches face challenges in
processing large-scale sequential data effectively. These limitations have
encouraged the adoption of deep learning techniques, which can capture
complex temporal dependencies and potentially improve predictive accuracy in
financial systems [3].

In recent years, deep learning models have emerged as promising approaches
for time-series prediction because of their ability to model nonlinear and non-
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stationary data. Among these models, recurrent neural networks (RNNs) and
their advanced variants, Long Short-Term Memory (LSTM) and Gated
Recurrent Unit (GRU), have attracted considerable attention in financial
forecasting research. LSTM and GRU architectures incorporate gating
mechanisms that help regulate information flow and mitigate the vanishing
gradient problem commonly encountered in traditional RNNs. Previous
research has demonstrated that LSTM models can outperform conventional
machine learning approaches, including Random Forest and Support Vector
Machines (SVM), in capturing long-term dependencies in financial data [4].
Other studies have reported that GRU models can achieve predictive
performance comparable to LSTM while offering greater computational
efficiency due to their simpler architecture [5]. These characteristics make
LSTM and GRU relevant approaches for financial time-series prediction,
particularly in market environments characterized by frequent fluctuations and
complex temporal patterns.

Despite these advancements, several research gaps remain in the existing
literature. Many studies have evaluated LSTM or GRU independently rather
than directly comparing their performance under identical experimental
conditions. Furthermore, existing research has often focused on short-term
datasets or specific market segments, potentially limiting the generalizability of
its findings. Comprehensive evaluations using extended historical datasets and
multiple input features, including opening, closing, high, low, and trading
volume, remain important for understanding the predictive capabilities of these
architectures. These variables provide complementary information about
market behavior but may not always be incorporated comprehensively in
forecasting models. In addition, further investigation is needed to determine how
effectively LSTM and GRU models capture the price dynamics of technology-
driven assets such as NVIDIA, whose stock performance is influenced by
developments in the semiconductor industry, artificial intelligence, and the
broader digital economy.

This study addresses these research gaps by conducting a comparative
analysis of LSTM and GRU models for NVIDIA stock price forecasting using
historical data spanning 2018 to 2026. NVIDIA was selected as the case study
because of its significant role in the semiconductor and artificial intelligence
industries and the dynamic nature of its stock price movements. The research
adopts a structured experimental design involving data normalization, time-
series windowing, and model evaluation using Root Mean Square Error (RMSE)
and Mean Absolute Error (MAE). By applying consistent preprocessing
procedures and comparable model configurations, the study establishes a
controlled basis for evaluating the forecasting performance of both
architectures. This approach enables an objective assessment of their
predictive capabilities and provides empirical evidence regarding their relative
strengths and limitations in financial time-series forecasting.

The contribution of this research extends beyond a direct comparison of deep
learning architectures. By evaluating the predictive accuracy of LSTM and GRU
models using multi-year historical data, this study provides empirical insights
into the application of artificial intelligence in stock market forecasting. The
findings can help clarify the relative suitability of these architectures for financial
prediction tasks and inform the development of Al-driven financial analytics and
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decision-support systems. The results may also provide useful information for
investors, portfolio managers, and financial institutions seeking to incorporate
predictive models into investment analysis and risk management. Furthermore,
this study contributes to the broader understanding of deep learning
performance in financial contexts and supports further research into intelligent
forecasting systems for digital financial markets.

Literature Review and Related Works

Stock price forecasting has been a long-standing research topic due to its
critical role in financial decision-making, risk management, and investment
strategy formulation. Early studies in this domain primarily employed traditional
statistical and econometric models such as Autoregressive Integrated Moving
Average (ARIMA) and Generalized  Autoregressive  Conditional
Heteroskedasticity (GARCH) to model historical price movements [6], [7].
Although these models provide strong mathematical foundations, they rely
heavily on assumptions of linearity and stationarity, which often fail to represent
the complex and nonlinear behavior of real financial markets. As a result, their
forecasting accuracy tends to decline in highly volatile and dynamic market
environments [8].

To address these limitations, machine learning techniques were introduced to
enhance predictive performance by capturing nonlinear relationships in financial
time-series data. Models such as Support Vector Machines, Random Forests,
and feedforward Artificial Neural Networks demonstrated improved accuracy
compared to traditional statistical approaches [9], [10]. However, these models
typically treat observations as independent samples and do not explicitly
account for temporal dependencies across time. This limitation reduces their
effectiveness when applied to sequential financial data, where past information
plays a crucial role in determining future price movements [11].

The emergence of deep learning marked a significant shift in time-series
forecasting, particularly with the introduction of Recurrent Neural Networks
(RNNs) [12]. RNNs are designed to process sequential data by maintaining
internal states that capture temporal information. Despite their potential,
standard RNNs suffer from the vanishing gradient problem, which restricts their
ability to learn long-term dependencies in extended sequences [13]. To
overcome this challenge, advanced RNN architectures such as Long Short-
Term Memory (LSTM) were developed, incorporating memory cells and gating
mechanisms that enable the preservation of relevant information over long time
horizons [14]. Numerous studies have demonstrated that LSTM-based models
outperform traditional machine learning and statistical models in stock price
prediction tasks [15], [16].

Gated Recurrent Unit (GRU) was later introduced as a simplified alternative to
LSTM, reducing architectural complexity while maintaining strong performance
in sequential learning tasks [17]. By combining gating mechanisms into a more
compact structure, GRU reduces computational cost and training time. Several
studies have reported that GRU achieves comparable or superior forecasting
accuracy relative to LSTM, particularly in scenarios involving short-term
prediction and highly volatile data [18]. These characteristics make GRU
especially attractive for real-time financial forecasting applications, where
efficiency and responsiveness are essential.
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Despite the growing body of research on deep learning-based stock prediction,
there remains a lack of comprehensive comparative studies that evaluate LSTM
and GRU under identical experimental settings using long-term datasets and
consistent evaluation metrics. Many existing studies focus on limited time spans
or specific market conditions, which restricts the generalizability of their findings
[19]. Furthermore, relatively little attention has been given to technology-driven
stocks that represent the digital economy, such as NVIDIA, whose price
behavior is closely linked to innovation cycles and global technological trends
[20]. Addressing these gaps, the present study conducts a systematic
comparison of LSTM and GRU models using multi-year NVIDIA stock data,
thereby contributing empirical insights to the advancement of deep learning
applications in digital financial market forecasting.

Methodology

This study employs a quantitative experimental approach to compare the
forecasting performance of Long Short-Term Memory (LSTM) and Gated
Recurrent Unit (GRU) models in predicting NVIDIA stock prices. The overall
research procedure follows a structured and sequential framework, as
illustrated in figure 1, which outlines the main stages of the study. The research
process begins with data collection of historical NVIDIA stock prices, followed
by data preprocessing and normalization to ensure numerical stability.

@
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Model Development
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Evaluation Metrics

~ e
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Figure 1 Research Steps

The preprocessed data are then transformed into a supervised time-series
format using a sliding window approach. Subsequently, two deep learning
models, LSTM and GRU, are developed and trained using identical
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configurations to ensure a fair comparison. The trained models are evaluated
using statistical error metrics, and the results are analyzed through quantitative
measurements and visual interpretations. This systematic workflow ensures
methodological consistency, reproducibility, and objective performance
assessment in the context of digital financial market forecasting.

To improve training stability and accelerate convergence, the closing price data
were normalized using Min—Max scaling, which transforms the original values
into a bounded range between 0 and 1. The normalization process is defined
as:
X - Xmin
Xnorm Xmax _ Xmin X (1 )

represents the original closing price, and X,,,;,and X,,,,denote the minimum
and maximum values of the dataset, respectively. This scaling technique
preserves the relative structure of the data while preventing larger values from
dominating the learning process. After normalization, a sliding window approach
was applied to convert the time-series data into a supervised learning format. A
window size of 60 trading days was used, meaning that the closing prices from
the previous 60 days were employed as input features to predict the closing
price of the next day. This transformation enables the models to learn temporal
dependencies and historical patterns embedded in the financial time series.

The transformed dataset was then split sequentially into training and testing sets
using an 80:20 ratio to preserve the chronological order of the data and avoid
information leakage. The training set was used to optimize model parameters,
while the testing set was reserved for performance evaluation. Both LSTM and
GRU models were designed using identical architectures to ensure a fair
comparison. Each model consists of two recurrent layers with 50 hidden units,
followed by dropout layers with a dropout rate of 0.2 to reduce overfitting. The
final output layer is a fully connected dense layer with a single neuron that
produces the predicted closing price.

The LSTM model captures long-term dependencies through its memory cell and
gating mechanisms, which regulate information flow using input, forget, and
output gates. The internal operations of an LSTM cell can be expressed as:

fe = oWy - [he_q, x¢] + bp)iy = o(Wy - [he_q, ] + b)Ce )
= tanh(W¢ - [he—1, %] + be)Cr = fr - Cooq + i - Cr0g (2)
= oWy - [he—1,X¢] + bo)he = 0 - tanh(Cp)x;

is the input at time step t, h;is the hidden state, C;is the cell state, and o (-
)denotes the sigmoid activation function. In contrast, the GRU model simplifies
the gating structure by combining memory mechanisms into update and reset
gates, which reduces computational complexity. The GRU operations are
defined as:

zr = oWy - [he—1, x¢] + b)1re = oW - [he—q, x¢] + br)flt
= tanh(Wy, - [ry - he—1, %] + bp)he (3)
=1 —2z) he—y + 2z hy
These formulations allow GRU to retain relevant historical information while
adapting more quickly to new inputs.

Model performance was evaluated using Root Mean Square Error (RMSE) and
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Mean Absolute Error (MAE), which measure prediction accuracy and error
magnitude. These metrics are computed as:

1w A 1x )
RMSE = EZ()’i —9)%; MAE = Ez | v; — 9; | (4)
i=1 i=1

Lower RMSE and MAE values indicate better predictive performance. In
addition to numerical evaluation, several visualization techniques were
employed, including predicted versus actual price plots, training loss curves,
residual error plots, correlation heatmaps, and distribution comparisons. These
visual analyses provide deeper insights into model behavior, convergence
characteristics, and generalization capability, thereby supporting a
comprehensive assessment of deep learning-based forecasting in digital
financial markets.

Algorithm 1 LSTM-GRU Stock Price Forecasting

Input:
Historical stock price data D, window size w, training ratio «

Output:

Predicted stock prices, RMSE, MAE

Process:

Start

Load and clean historical stock price data D

Normalize closing price using Min—Max normalization
Xi — Xmin

norm _

Xmax — Xmin
Construct time-series data using sliding window
Xp = (o x0T, L xEO), y =
Split dataset into training and testing sets
Initialize LSTM and GRU models with identical architecture
Train both models using training data
Predict stock prices using testing data
Apply inverse normalization to predictions

Evaluate model performance

n n
1 1
RMSE = ;Z(}’i - 9)?%; MAE = 1—12 lyi— i |
i=1 i=1

Compare LSTM and GRU performance
End

Results

The experimental results provide a detailed comparison of the predictive
performance of the Long Short-Term Memory (LSTM) and Gated Recurrent Unit
(GRU) models in forecasting NVIDIA stock prices. Both models were evaluated
using two statistical performance metrics, Root Mean Square Error (RMSE) and
Mean Absolute Error (MAE), to determine their forecasting accuracy and error
magnitude. The results show that both architectures are capable of learning the
temporal dependencies inherent in financial time-series data, yet their
performance differs in precision and efficiency. As shown in table 1, the GRU
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model achieved an RMSE value of 3.5801 and an MAE of 2.4518, while the
LSTM model recorded an RMSE of 4.5841 and an MAE of 3.1153. These results
suggest that GRU provides more accurate predictions and demonstrates a
better fit to the actual data patterns compared to LSTM.

The lower error values obtained by the GRU model indicate its ability to
generalize effectively across the testing dataset while maintaining computational
efficiency. This improvement can be attributed to the simplified architecture of
GRU, which reduces the number of parameters and training time without
compromising its capacity to capture sequential dependencies. The LSTM
model, although slightly less accurate, still performed competitively and
produced stable results throughout the testing phase. The difference in RMSE
and MAE between the two models reflects the distinct internal mechanisms of
their gating structures, where GRU’s update and reset gates enable faster
adaptation to fluctuations in stock price movements. Overall, the quantitative
findings confirm that GRU delivers a more efficient and slightly more accurate
solution for short-term financial forecasting compared to LSTM.

Table 1 Comparative performance of LSTM and GRU models in NVIDIA stock price
forecasting.

Model RMSE MAE
LSTM 4.5841 3.1153
GRU 3.5801 2.4518

Figure 2 presents a detailed comparison between the actual NVIDIA stock
prices and the predictions generated by the LSTM and GRU models. Both
models were able to replicate the general upward trend of the stock prices,
indicating that each architecture successfully captured the temporal
dependencies within the financial data. The predicted curves for LSTM and GRU
followed the movement of the actual prices with minimal deviation, particularly
during periods of moderate volatility. This consistency demonstrates the
capability of both deep learning models to recognize patterns and relationships
across sequential data points. However, subtle differences are noticeable in how
each model responds to fluctuations in the market. The GRU model showed a
stronger ability to adjust to changes in price movements, producing predictions
that more closely matched the peaks and troughs of the actual price trend.

In contrast, the LSTM model generated smoother prediction curves, reflecting
its strength in learning long-term dependencies within the data. This
smoothness can be advantageous for capturing general market trends over
extended time periods but may cause a delay in responding to rapid or short-
term price changes. The GRU’s greater responsiveness suggests that it can
adapt more quickly to sudden variations, making it more effective for forecasting
in highly dynamic trading environments. Despite these differences, both models
maintained high predictive reliability, with their outputs exhibiting only minor
deviations from real stock price movements. The visual alignment between the
predicted and actual prices supports the quantitative results, confirming that
both LSTM and GRU are capable of modeling complex, non-linear behaviors in
stock market time-series data.
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Figure 2 LSTM vs GRU prediction on NVIDIA stock prices.

Figure 3 illustrates the training performance of both the LSTM and GRU models
throughout the learning process. At the beginning of training, both models
experienced a sharp decline in loss values, indicating that they were quickly
learning the underlying patterns in the stock price data. This rapid reduction in
loss during the early epochs shows that the models were able to efficiently
capture the main trends in the dataset and adjust their internal weights
accordingly. After approximately the tenth epoch, the loss values for both
models began to stabilize, suggesting that they had reached a state of
convergence and were no longer making large adjustments to their parameters.
The stability of the loss curve beyond this point reflects that both models
achieved a balanced learning rate, avoiding overfitting or underfitting during
training.

0.0012 4 —— LSTM Loss
—— GRU Loss

0.0010

0.0008 -

MSE)

2 0.0006 -

Lo

0.0004 4

0.0002

T T T T T T T T
0.0 2.5 5.0 7.5 10.0 12.5 15.0 17.5
Epochs

Figure 3 Training loss comparison between LSTM and GRU models.

Throughout the training phase, the GRU model consistently maintained lower
loss values compared to the LSTM model. This outcome indicates that GRU
reached convergence more efficiently and required fewer computational
resources to achieve optimal performance. The improved optimization efficiency
of GRU can be attributed to its simpler internal structure, which enables faster
information propagation and gradient updates. In contrast, the LSTM model,
which includes an additional cell state component, demonstrated a slower
decline in loss but maintained smooth learning behavior. Despite this difference,
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both models achieved effective training stability, with GRU showing a slight
advantage in convergence speed. These results reinforce the notion that GRU
can deliver high predictive accuracy while offering computational advantages for
large-scale or time-sensitive forecasting tasks in financial modeling.

Figure 4 presents the residual error analysis for both the LSTM and GRU
models, illustrating the difference between the actual and predicted NVIDIA
stock prices over the testing period. The residual plots show that the errors for
both models are evenly distributed around zero, which indicates that the models
did not consistently overestimate or underestimate the stock prices. This
symmetric distribution confirms that both LSTM and GRU produced unbiased
predictions and were able to generalize effectively to unseen data. Most of the
residuals remain within a narrow range, signifying that the magnitude of
prediction errors was relatively small throughout the test set. This outcome
demonstrates the capability of both models to maintain accuracy even during
volatile market conditions, where rapid fluctuations in stock prices can often lead
to larger prediction errors in traditional forecasting methods.

Although both models achieved balanced error distributions, the GRU model
produced residuals with slightly smaller amplitude compared to the LSTM
model. This pattern suggests that GRU predictions were more consistent, with
fewer extreme deviations from the actual values. The reduced variance in GRU
residuals highlights its ability to adapt more efficiently to short-term changes in
the data while maintaining prediction stability. In contrast, the LSTM residuals
exhibited slightly wider dispersion, reflecting minor delays in capturing sudden
market movements due to its stronger emphasis on long-term dependencies.
Overall, the residual analysis reinforces the quantitative results reported earlier,
where GRU achieved lower RMSE and MAE values. These findings confirm that
GRU provided more precise and stable predictions, making it particularly
suitable for applications that require high accuracy in short-term financial
forecasting.

—— LSTM Residuals
15 4 —— GRU Residuals

Residuals

—15 4

T T T T T T T
4] 50 100 150 200 250 300
Time Steps

Figure 4 Residual error plot for LSTM and GRU models (Actual — Predicted).

Figure 5 illustrates the comparison between the actual stock price distribution
and the predicted price distributions generated by the LSTM and GRU models.
The overlapping curves demonstrate that both models were able to capture the
underlying statistical patterns of NVIDIA’s stock price movements with high
fidelity. The actual price distribution exhibits a slightly right-skewed pattern,
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which is typical of financial market data where upward price movements are
often followed by smaller corrective declines. Both LSTM and GRU models
successfully reproduced this distribution shape, indicating that their predictions
align closely with the real-world variability of the stock prices. This similarity
between the predicted and actual distributions highlights the ability of deep
learning models to learn complex probabilistic relationships embedded within
sequential financial data. It also shows that the models are not only accurate at
predicting specific values but are also effective in replicating the overall behavior
and volatility characteristics of the market.

Upon closer examination, the GRU model’s predicted distribution shows a
slightly tighter alignment with the actual distribution curve compared to that of
the LSTM model. The GRU’s prediction density more accurately follows the
peak and spread of the actual price distribution, suggesting that it captured the
inherent volatility of the market with higher precision. This closer fit indicates that
GRU was better able to generalize from historical price patterns and reproduce
the statistical properties of unseen data. In contrast, the LSTM model, while still
performing well, produced a distribution with marginally wider dispersion, which
suggests that its predictions were slightly more variable around the mean price
range. These differences further support the quantitative findings that GRU
achieved lower RMSE and MAE values, reinforcing its effectiveness in modeling
both the accuracy and variability of stock prices. Overall, the distribution analysis
confirms that GRU provides a more reliable approximation of real market
dynamics, making it a robust choice for financial forecasting applications.
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—— LSTM Predicted
—— GRU Predicted
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Figure 5 Distribution comparison of actual vs predicted NVIDIA stock prices.

Overall, these results confirm that both deep learning models are capable of
effectively learning and predicting complex nonlinear patterns in financial time-
series data. The GRU model, with its lower error metrics and faster
convergence, is more suitable for real-time forecasting in dynamic digital
financial markets, whereas the LSTM model demonstrates strong potential for
applications requiring stable long-term trend prediction. The performance
comparison between LSTM and GRU in this study reinforces the applicability of
deep learning methods for improving accuracy and efficiency in Al-driven digital
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market forecasting.

Discussion

The results of this study highlight the effectiveness of deep learning models,
particularly Long Short-Term Memory (LSTM) and Gated Recurrent Unit (GRU),
in predicting stock price movements within the context of the digital financial
market [21], [22]. Both models demonstrated the ability to learn and capture
complex temporal dependencies in NVIDIA’s stock price data, producing
accurate and stable forecasts [23]. The GRU model, however, exhibited
superior performance in terms of predictive accuracy and training efficiency. Its
lower RMSE and MAE values, coupled with faster convergence, indicate that
GRU was better at adapting to short-term market fluctuations while maintaining
prediction stability. This advantage can be attributed to GRU’s simplified gating
structure, which reduces computational complexity and facilitates efficient
information flow during backpropagation [24]. The LSTM model also performed
well, particularly in modeling long-term dependencies, although its more
complex memory cell architecture may require additional computational
resources and longer training times [25]. These findings are consistent with
previous research on financial forecasting, which highlights the potential
advantages of GRU in computational efficiency while recognizing the
effectiveness of LSTM in modeling complex temporal patterns [26].

The comparative results also provide deeper insights into how these models
behave under different market conditions. The GRU model’s ability to capture
abrupt price movements makes it a promising approach for environments
characterized by high volatility, including short-term trading and digital asset
forecasting [27]. Meanwhile, the LSTM model’s smoother prediction curves may
make it useful for identifying broader market trends that evolve over longer
periods. Both models showed strong generalization capabilities, as indicated by
residuals distributed symmetrically around zero and close alignment between
predicted and actual price distributions. These observations suggest that the
models effectively captured the underlying data patterns without substantial
systematic prediction bias. In the context of digital finance, these findings
underscore the potential of deep learning algorithms to enhance predictive
analytics, improve automated trading systems, and support data-driven
decision-making in dynamic and information-rich market environments [28].

Conclusion

This study concludes that both Long Short-Term Memory (LSTM) and Gated
Recurrent Unit (GRU) models are effective deep learning architectures for
forecasting NVIDIA stock prices, with each model demonstrating distinct
strengths in capturing the temporal dynamics of financial market behavior. The
GRU model produced lower RMSE and MAE values, indicating higher predictive
accuracy and faster convergence compared to LSTM, which suggests that GRU
is more efficient in adapting to short-term fluctuations and computationally
lighter for real-time applications. Meanwhile, the LSTM model maintained strong
performance in modeling long-term dependencies, producing smoother
prediction curves that are better suited for long-horizon trend analysis. Both
models exhibited robust generalization capabilities, as seen in the close
alignment between predicted and actual price distributions and the balanced
residuals around zero. These findings underscore the potential of deep learning
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techniques to improve forecasting accuracy in digital financial markets by
effectively capturing nonlinear and sequential patterns in stock data. However,
as this study relied primarily on historical price and volume data, future research
should integrate additional market indicators, such as sentiment data,
macroeconomic variables, or news-based information, to further enhance
predictive robustness and provide more comprehensive insights into market
dynamics.
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